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Introduction

Elementary school teachers today must overcome large obstacles when educating their students. As the number of children in classroom increases, it
becomes more and more difficult to keep each one caught up with the required learning material. The amount of one-on-one attention each student
receives is inevitably decreasing. As a result of this decreased attention, it is
challenging to quickly diagnose when students are having trouble and harder
still to correct their mistakes so that they may overcome their difficulties.
To ameliorate this issue, the process of communication between a teacher
and their students must be made much more efficient. The delay between
writing down an answer to a question and receiving feedback about it must
be significantly reduced.
The Classroom Learning Partner is a pen-based wireless classroom interaction system built for this very purpose. With this system, a teacher
can create and present questions to their students. Upon viewing these
questions on their own tablets, students write out answers and submit them
to the teacher electronically. It has already been shown that this process
encourages much more student involvement during lessons, enables effective
communication, and expedites feedback [1]. It is now important to build
upon this system to facilitate even more effective communication.
One way to increase effectiveness of communication is by developing
a robust system to automatically interpret student responses. That way,
when student answers are shown to the teacher, they could be organized by
correctness or even by the method the student used to solve the problem.
If sufficiently accurate, such a system could make it much easier for the
instructor to glance at a list of answers and quickly decide what action to
take with each one. For my project, I propose a novel way of accomplishing
this task that, through applying machine learning concepts to a standard
clustering algorithm, groups student answers by correctness and general
problem-solving approach.

2

Previous Work

My work builds upon the sketch preprocessing module developed by Neil
Chao [2]. His code takes a series of ink strokes and discretizes them into
a grid-based representation. Based on qualities of an ink stroke, such as
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Figure 1: An example of a recognition grid.

bounding box dimensions, his technique is able to determine which grid
squares are filled in and which are not. In essence, this process turns a set
of strokes into a binary bitmap image where squares are either filled in or not
filled in. An example of this recognition grid approach to sketch understanding is shown in Figure 1. The grid interprets the sketch input that’s overlaid
on top of it. After interpretation, the system determines which squares are
filled in by the strokes. In Figure 1, the identified squares are shown in green.
This preprocessing procedure is beneficial because there are many wellresearched techniques for comparing bitmap images. Most notably, [3] details three very common image comparison techniques that could be applied
to the output of the sketch preprocessing module. The first, Hausdorff distance, measures how far away two sets of points are. The formal definition,
shown below, finds the maximum of the distance between closest point pairs
across two images.
H(A, B) = max(h(A, B), h(B, A)),
h(A, B) = maxa∈A (minb∈B (||a − b||))
The Tanimoto coefficient, another image comparison metric, involves the
proportionality of overlapping pixels between two images. Its mathematical
definition is the following:
T (A, B) =
5

nab
na +nb −nab

In this definition, na is the number of black pixels in the first image, nb
is the number of black pixels in the second image, and nab is the number of
overlapping black pixels. It gives a general measurement of the similarity
between pixel placement in two bitmaps. The last metric, the Yule coefficient, follows a very similar approach. However, it also takes into account
the white pixels in the image. It can be summarized as follows:
Y (A, B) =

n11 n00 −n10 n01
n11 n00 +n10 n01

In the equation above, n11 and n00 are the overlapping black and white
pixels respectively, and n10 and n01 are the unmatched black and white pixels between the images. Like the Tanimoto coefficient, the Yule coefficient
tries to determine how similar two pictures are through matching pixel locations.
What is important to point out about these image comparison techniques
is that they are only compatible with problems in which one image must be
compared to a set of known template images. That is, they are only useful
in classification problems where the set of classes are known ahead of time.
This is not the case when clustering student responses because the types of
answers students might give is not that predictable. As a result, these sorts
of template-based techniques are not compatible with the problem I aim to
solve. Instead, I must develop a method that extracts the properties of each
individual student answer and then group answers based on their similarity
to each other rather than their similarity to a set of templates.
labeled
data

extract
initial
feature set

reweight
features
feature weights

unlabeled
data

extract
refined
feature set

perform
clustering

Figure 2: The architecture of my clustering module.
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3

Technical Approach

For any given problem, it is impossible to predict all the ways students could
approach it, so there is no way to create template representations of all of
the types of answers. As a result, a machine learning approach based on
classification, or grouping based on a known set of classes, is not compatible. Instead I have approached this as a clustering problem where student
responses are grouped based on their similarity to each other.
On top of developing a clustering technique, it is necessary to extract
relevant features from the preprocessed sketch data. This task could be
accomplished with a top-down approach, where I analyze by hand what
features would be important from an educational standpoint. However, my
lack of expertise in education makes this technique infeasible. Instead, I
opted for a bottom-up approach that is initialized with many features and
then performs feature selection to automatically extract the most relevant
ones. I then can verify the features with our education research collaborators
at TERC, Inc. An overall depiction of the architecture of my program is
shown in Figure 2.

3.1

Initial Features

The first step of my algorithm involves extracting a large number of features from the bitmap representations of student answers. Whether these
features end up being relevant or irrelevant to classification does not matter
because I later perform re-weighting through a feature selection algorithm
and discard features without a sufficiently large weight applied to them.
To test the efficacy of my algorithm, I concentrated specifically on fraction grid problems, depicted in Figure 3. In these questions, students must
fill in a specified portion of a bounded area. The sketch preprocessing module turns a set of strokes into a binary bitmap as described in Section 2. I
then extract the following set of features:
• The percent of filled in squares in the bitmap
• The correctness of the answer (1 if the percent of filled in squares is
within a specified threshold of the required percentage, 0 otherwise)
• The error percentage (|required% − actual%|)
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Figure 3: An example grid problem.

• The x and y centroids of filled in squares (average x and y locations
of filled in squares)
• The distance between the x and y centroids and the center of the grid
• The sum of the distances between the x and y centroids and the center
of the grid
• The minimum x and y values of filled in squares
• The length, width, and area of a bounding box around the filled in
squares
For each student response in a set of data labeled by anticipated cluster
assignment, I extract these thirteen values and place them in a vector. I then
normalize each number by its maximum possible value to weight all features
equally and use them as input to my feature selection module explained in
Section 3.2 below.

3.2

Feature Selection and Re-weighting

To extract and upweight the most important features for clustering, I use a
variation of the Adaboost algorithm introduced by [4]. Originally used to
turn a set of weak classification algorithms into a stronger one, Adaboost
8

up-weights classifiers that correctly categorize the most data points when
used in isolation. As described in [5], this approach makes it ideal for use
as a feature selection algorithm. Each input feature can be formulated as
a simple classifier, and the most accurate and important features will be
emphasized through up-weighting.
To use Adaboost in my clustering module, I had to overcome a minor obstacle. Adaboost, like most machine learning techniques, is most commonly
used for binary classification. That is, in its typical implementation, it can
only say that a data point does or does not belong to a certain class. As a
result, I had to extend it to a multi-class representation such that it could
be used to distinguish more than two clusters. The multiclass Adaboost
technique I use closely resembles that described in [6]. In essence, it turns
each feature into a multi-class classifier and compares the classification rate
to random guessing, 1/N , where N is the number of clusters, to achieve the
appropriate weights for each feature.
Algorithm 1 Multi-class Adaboost.
1. Initialize weights for each data point to wi = 1/n, i = 1, 2, ...n
2. For m = 1 to M, the number of features
(a) Find the feature/classifier T (m) (x) with the lowest error on the
data points, each weighted by wi , where:
P
err(m) = ni=1 wi q (ci 6= T (m) (xi ))
(b) Compute the weight of the feature based on its error with:
(m)
α(m) = log ( 1−err
) + log (K − 1) (K = the number of clusters)
err(m)
(c) Reassign weights to the data points, emphasizing those that were
incorrectly classified:
wi ← wi ∗ exp (α(m) ∗ q(ci 6= T (m) (xi ))), i = 1, ..., n.
P
(d) Normalize weights such that ni=1 wi = 1
3. Return feature weights αm , m = 1, ..., M

To convert each feature into a multi-class classifier, I use a centroidbased technique. Consider, for example, the bounding box area feature. If
my labeled data consists of three different clusters, I calculate the average
bounding box area for each of the three clusters. Then, when testing the
accuracy of this feature for the Adaboost algorithm, I label each data point
by the average, or centroid, to which it is closest. If this assigned label
9

matches the anticipated label from the ground truth, the classifier is correct
for that particular data point.
Once this accuracy rate is obtained, the rest of the algorithm follows the
standard mutli-class Adaboost technique described in [6] and depicted in
pseudocode in algorithm 1. The algorithm undergoes M iterations, where
M is the total number of features that are being assigned weights. On each
of these iterations, the feature/classifier with the lowest error rate based on
the current weights assigned to each data point is chosen and re-weighted
based on this error rate. Normally the data points themselves are then
re-weighted to emphasize points that had been previously misclassified as
described in steps (c) and (d). However, I found that this re-weighting
technique is not compatible with the purpose of feature selection because it
erroneously favors the features that are chosen first by the algorithm. As a
result, I left these steps out of my final implementation. The final output
is a weight for each input feature. A threshold can be applied at this point
to eliminate features without a sufficiently large weight applied to them. I
then use the final set of features and weights in my refined feature extraction
algorithm for the final clustering process.

3.3

Clustering

To perform the clustering process itself, I use DBSCAN, or Density-Based
Spatial Clustering of Applications with Noise [7]. This particular clustering
algorithm is beneficial because, unlike other methods such as k-means clustering, it does not require a priori knowledge of how many total clusters
there will be. Furthermore, as the name suggests, it is able to handle situations with noisy data. Consider, for example, a situation in which a student
does not follow directions and scribbles an answer to a question that is unlike all the other answers being clustered. While other clustering techniques
would attempt to fit this noisy answer with the rest of the data, DBSCAN
is able to easily recognize it as noise.
DBSCAN performs clustering based on the concept of density reachability. In essence, this means that it finds groups of points that are no more
than a given distance, , from each other and surrounded by sufficiently
many points. These two parameters,  and the minimum number of surrounding points, must be supplied to the algorithm along with the set of
points being clustered. An overview of the process is shown in algorithm 2.
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Algorithm 2 DBSCAN.
function DBSCAN (D, eps, minP ts)
currentCluster = 0
for (each unvisited point P in D) do
P.visited = true
N = P.neighbors(eps)
if (N.length < minP ts) then
P.cluster = N OISE
else
currentCluster + +
expandCluster(P, N, currentCluster, eps, minP ts)
end if
end for
function expandCluster(P, N, C, eps, minP ts)
P.cluster = C
for (each point P’ in N ) do
if (!P 0 .visisted) then
P 0 .visited = true
N 0 = P 0 .neighbors(eps)
if (N 0 .length ≥ minP ts) then
N = N.join(N 0 )
end if
end if
if (P 0 .cluster == N ON E) then
P 0 .cluster = C
end if
end for
The algorithm iterates through all the unvisited points in the dataset and
determines how many neighbors they have within their epsilon-neighborhood.
If this number is less than the required minimum number of points, the point
is considered to be noise. Otherwise, a new cluster is formed with the point,
its neighboring points, and any other points that are density reachable from
the originating point. In the end, each point is either assigned to a cluster or labeled as noise. What is great about this approach is that no a
priori knowledge about the number of clusters or their content is necessary to conceptually group student responses. Though machine learning
techniques for classification are used to re-weight the input features for the
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clustering algorithm, the clustering itself is dynamic and specific to each
individual question instead of being based on a group of known, templatebased classes. My preliminary results from using this approach are detailed
below in Section 4.

4

Results

Overall, the results from this initial implementation have been very promising. It achieves a passable level of clustering accuracy based on the groundtruth I created, and, more importantly, it is clear where and why the system
currently fails.
To perform the tests, I generated a dataset of examples that I felt encompassed several different approaches to a grid question. The particular
grid question I used required fifty percent of the squares to be filled, so I
supplied several different correct answers, with about fifty percent of the
grid filled in, and several other incorrect answers with more or less than
fifty percent shaded. The specific set of inputs I used, arranged by group,
are shown in Figures 4 and 5.

Figure 4: The correct answers in my ground truth.
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Figure 5: The incorrect answers in my ground truth.

Once I formed my dataset, I extracted the thirteen features described in
section 3.1. After passing these vectors, labeled by cluster, into the Adaboost
algorithm, I achieved the weights shown in Figure 6. Upon further analysis
of my input features, it makes sense why certain values are up-weighted. For
example, percent filled, bounding box area, and the sum of distances from
the centroids to the center are all very highly weighted. I believe that this is
the case because these features are rotationally invariant. As a result, they
do a much better job at grouping all four ”diagonal” and ”horizontal” grids
shown in Figure 4. As described in Section 5.1 below, it will be necessary
to take this knowledge and use it in the future to develop a more robust set
of initial features.
Correctness
0.15

Percent Filled
1.85

Centroid X
1.02

Centroid Y
0.78

B. Box Width
0.78

B. Box Height
0.15

B. Box Area
2.43

Min X
0.49

Min Y
0.15

% Error
2.04

Centr. Diff X
1.25

Centr. Diff Y
1.65

Diff X + Diff Y
2.43

—

—

Figure 6: The weights output by Adaboost.

After I obtained these weights, I re-weighted the feature vectors I used
as input to the Adaboost algorithm and tested clustering with DBSCAN.
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Figure 7: The result of DBSCAN clustering.

The results from doing this are shown in Figure 7. It is clear that this
clustering is far from perfect because it does not match the ground truth
I originally created in Figures 4 and 5. However, it seems as if its mistakes are mostly a result of the non-ideal feature set I used. For instance,
the algorithm fails to cluster all the members of the ”diagonal” (blue) and
”middle third” (green) groups from the ground truth because the rotational
differences cause confusion. The only other mistake the algorithm makes is
that it groups the ”cross” (red) example with the ”checkerboards”. Upon
further investigation, I found that this was because the system says that
this example is actually correct because about 51% of the grid squares are
filled in. Therefore, the ground truth is actually incorrect for this particular
example, and it makes sense that it is classified as a checkerboard because
14

it very closely resembles this pattern.
There are several cases where the benefits of the DBSCAN clustering
algorithm are shown. For example, the ”noise” and ”all” examples are
marked as noise because they are singletons and are not surrounded by
enough similar data points. As explained in Section 3.4, this ability to
distinguish noisy data will be extremely beneficial if students give responses
that are completely unlike those supplied by their classmates. It is clear
from these results that DBSCAN will be able to handle these cases and deal
with them appropriately. As a result, my work thus far seems to heading in
the right direction.

5

Future Work

Though my preliminary results show a lot of promise in my proposed technique, there are many areas for improvement. It is clear that refinement
of the initial input features is necessary to make a more robust system.
Additionally, it may be a good idea to explore other clustering and feature selection techniques. Finally, it will be necessary to refine the sketch
preprocessing module to allow for more complex problems.

5.1

Developing a More Robust Initial Featureset

When moving forward with this project, it will be critical to refine the set of
features I use as input to the Adaboost feature selection algorithm. While
the characteristics I have chosen thus far are able to distinguish some clusters of student responses, they fail to characterize all the qualities I’d like
my system to recognize. There are many different ways to go about expanding this feature set, and doing so will require a lot of tweaking and testing.
However, there are a few ways that I aim to begin this process.
For instance, it may be beneficial to add the set of seven Hu moments
to the list of initial features. Hu moments are a set of weighted pixel values
that are invariant to translation, scale, and rotation of an image. They essentially define how the pixels of an image are arranged about their centroid,
and, for this reason, they are often used in optical character recognition to
identify different letters in an image [8]. Because the features I have chosen
thus far sometimes fail to cluster rotated versions of the same answer together, Hu moments may prove helpful in defining how a student formatted
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their answer within the recognition grid.
Hu moments and the thirteen features I have already implemented may
still not be enough to find complex patterns in student answers. Assume,
for example, that one student solves the problem by drawing a checkerboard pattern, like those shown in Figure 4, and another solves the problem
by drawing a series of concentric circles. Moments, centroids, and bounding boxes will not be sufficient to distinguish these answers because these
techniques only take into account an average position of pixels. In this representation, more fine-grained details are completely lost. As a result, it will
likely be necessary to explore techniques that extract more intricate details
in an image. Some frequency analysis, such as a discrete Fourier transform,
may be necessary for making such distinctions. However, it will be necessary to proceed down this route carefully. While complex, frequency domain
analysis techniques could find more fine-grained detail, they could also emphasize noise in the input grids. This is a tradeoff I will certainly have to
balance while proceeding with this project.
In addition to improving the initial feature set for grid problems in particular, I will clearly have to find features that work for all of the other types
of Classroom Learning Partner problems as well. The initial feature set that
works well for grid-based problems will most certainly be different than the
feature set that works well for time-line based questions or data entry questions. I will need to spend a lot of time over the next year designing and
fine-tuning the sets of properties extracted for all the kinds of problems the
Classroom Learning Partner utilizes.

5.2

Fine-Tuning Feature Selection and Clustering Techniques

The combination of Adaboost and DBSCAN gave satisfactory results in my
preliminary tests, and I expect these results to improve greatly once I refine
the input feature set. Nonetheless, these algorithms are far from the only
techniques I could have used. If refining the feature set does not produce a
sufficient improvement in the accuracy of the system, it may be beneficial
to explore other algorithms in both of these areas.
For feature selection, there are many alternate routes to take. [9] mentions several possibilities such as χ square and genetic algorithms. There are
not as many techniques to explore to perform clustering. However, interesting research on incremental clustering algorithms based on the ”gravity” of
16

a set of data might be worth exploring [10].

5.3

Refinement of Sketch Preprocessing

The current sketch preprocessing model works well for the simple grid problem I used in Section 4. However, for more complex problems, it is not likely
that the recognition grid approach will be successful. Consider, for example,
a question in which a student needs to draw circles around different objects.
Figure 8 illustrates why discretizing strokes into grid squares may not be
sufficient to distinguish which objects are being circled. It is unclear from
looking at this discretized representation whether there are supposed to be
three or four total circles because the outer circles overlap and surround the
inner area regardless. That is, there are no blatant visual cues that suggest
whether there is or is not a middle circle.

Figure 8: A case where the recognition grid will not work.

The solution to this problem is to implement a sketch preprocessor that
does not only extract visual information like the grid representation currently being used. There are many other aspects of an ink stroke, such as
point order and timestamps that not only say how the stroke looks but how
it was formed. From these bits of information, the speed and the curvature
of an ink stroke can be calculated at each point. With these additional
characteristics, it would be much easier to tell which items are meant to be
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circled.

6

Management Requirements

To manage the goals listed above, I developed a work plan for the next year.
My overall goals and milestones are summarized in the Gantt chart in figure
9.

Figure 9: My tasks for the next year.

Overall, my tasks are divided up by semester with a small gap between.
My most difficult and lengthy responsibilities will be looking through and
understanding the current text preprocessing module, making modifications
to it, and refining the set of features I use as input to Adaboost for a large
variety of problems. However, these tasks should be very manageable over
the span of the two semesters I have to complete them.

7

Conclusion

Over the past semester, I developed a compelling approach for automatically
clustering student responses. By combining machine learning techniques

18

with a clustering algorithm, I reached a solution that is guided by training
examples but can group data dynamically without templates. While this
technique still requires a significant amount of work to be expanded into a
complete and robust implementation, the foundation I created exhibits the
potential to improve the efficiency of the Classroom Learning Partner. With
the improvements I have proposed, it will be much faster and easier to give
students constructive feedback and, as a result, fewer children will be left
behind.
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